

    
      
          
            
  
Welcome to Read the Docs

This is an autogenerated index file.

Please create an index.rst or README.rst file with your own content
under the root (or /docs) directory in your repository.

If you want to use another markup, choose a different builder in your settings.
Check out our Getting Started Guide [https://docs.readthedocs.io/en/latest/getting_started.html] to become more
familiar with Read the Docs.
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Changelog

所有针对QPanda的修改都会记录在本文件中.


修改的类型:


	Added: 添加新的功能.


	Changed: 对现有的功能进行修改.


	Deprecated: 即将删除的功能.


	Removed: 删除的功能.


	Fixed: Bug修复.









UNRELEASED [https://github.com/OriginQ/QPanda-2/compare/v2.1.16...HEAD]



v2.1.16 [https://github.com/OriginQ/QPanda-2/compare/v2.1.10...v2.1.16] - 2022-3-1


QPanda

Added




	新增密度矩阵模拟器，适用于小型量子系统下的密度矩阵模拟，同时提供约化密度矩阵，概率分布，哈密顿量期望以及噪声线路模拟等接口，具体可以参考 密度矩阵模拟器 。


	添加单振幅虚拟机获取对应振幅接口。




Changed




	优化了泡利算符的构造方式，新增了通过矩阵来构造泡利算符的接口。


	优化了泡利算符的构造方式，新增了形如 operator = 1.5 * x(0) + 0.6 * y(1) + 2.1 * z(2) 的更简洁的构造方式。


	修复在只有measure线路等情况下，输出latex信息显示和转换失败的问题。


	更新变分组件，添加三角函数相关接口。


	优化了获取矩阵接口，现在可以添加了量子比特可选参数，获取一个量子线路中指定比特对应的矩阵。


	修复退相干噪声计算错误的问题。


	修复某些情况下GPU模拟器运行错误问题。


	修复ISWAP门默认参数未统一的问题。


	删除Encode类中归一化函数，并修改为入参检测归一化。






pyqpanda

Added




	添加GPU虚拟机


	添加泡利矩阵分解


	添加单个哈密顿量模拟




Changed




	修复线路优化bug


	修改QPanda中QST命名冲突问题







v2.1.11 [https://github.com/OriginQ/QPanda-2/compare/v2.1.10...v2.1.11] - 2021-11-29


QPanda

Added




	添加GPU虚拟机


	添加泡利矩阵分解


	添加单个哈密顿量模拟




Changed




	修复线路优化bug


	修改QPanda中QST命名冲突问题






pyqpanda

Added




	添加GPU虚拟机


	添加泡利矩阵分解


	添加单个哈密顿量模拟




Changed




	修复线路优化bug


	修改QPanda中QST命名冲突问题







v2.1.10 [https://github.com/OriginQ/QPanda-2/compare/v2.1.9...v2.1.10] - 2021-11-29


QPanda

Added




	添加LaTeX可视化量子线路方法




Changed




	去除无用代码


	修改schmdit编码orcle实现，添加mottonen编码python实现


	修改qst接口使用方法






pyqpanda

Added




	添加LaTeX可视化量子线路方法




Changed




	去除无用代码


	修改schmdit编码orcle实现，添加mottonen编码python实现


	修改qst接口使用方法







v2.1.9 [https://github.com/OriginQ/QPanda-2/compare/v2.1.8...v2.1.9] - 2021-10-12


QPanda

Added



Changed




	线路优化算法


	字符画接口优化


	添加测试框架






pyqpanda

Added



Changed




	线路优化算法


	字符画接口优化


	添加测试框架







v2.1.8 [https://github.com/OriginQ/QPanda-2/compare/v2.1.7...v2.1.8] - 2021-8-24


QPanda

Added



Changed




	修改量子云虚拟机


	优化量子线路字符画接口


	添加测试框架






pyqpanda

Added



Changed




	修改量子云虚拟机


	优化量子线路字符画接口


	添加测试框架







v2.1.7 [https://github.com/OriginQ/QPanda-2/compare/v2.1.5...v2.1.7] - 2021-7-27


QPanda

Added




	虚拟机添加同时对多种量子逻辑门噪声设置接口




Changed




	修改control信息遍历方式


	修改PMeasure算法


	修改GTest测试框架


	Grover测试用例整改






pyqpanda

Added




	虚拟机添加同时对多种量子逻辑门噪声设置接口




Changed




	修改control信息遍历方式


	修改PMeasure算法


	OBMT_mapping映射算法接口优化


	HHL应用程序优化







v2.1.6 [https://github.com/OriginQ/QPanda-2/compare/v2.1.5...v2.1.6] - 2021-6-17


QPanda

Added




	单振幅虚拟机添加概率测量类接口


	部分振幅虚拟机添加概率测量类接口


	增加模式匹配的并行化功能


	添加直接通过矩阵构造U3门方法


	添加Toffli门支持




Changed




	单振幅虚拟机算法增加路径优化功能


	拓展Var支持逻辑门


	修改线路dagger()和control()函数的内部实现


	在量子程序或量子线路中插入节点时修改为深拷贝的方式


	bmt及sabre映射算法插入swap门时，直接转换成U3+cz门


	独立单门优化方法


	全振幅虚拟机算法优化


	mingw支持大文件debug编译


	量子比特和经典寄存器与虚拟机解耦






pyqpanda

Added




	单振幅虚拟机添加概率测量类接口


	部分振幅虚拟机添加概率测量类接口


	增加模式匹配的并行化功能


	添加直接通过矩阵构造U3门方法


	bmt及sabre映射算法插入swap门时，直接转换成U3+cz门


	添加OBMT_mapping映射算法Python接口




Changed




	单振幅虚拟机算法增加路径优化功能


	拓展Var支持逻辑门


	修改线路dagger()和control()函数的内部实现


	在量子程序或量子线路中插入节点时修改为深拷贝的方式


	独立单门优化方法


	全振幅虚拟机算法优化


	量子比特和经典寄存器与虚拟机解耦







v2.1.5 [https://github.com/OriginQ/QPanda-2/compare/v2.1.4...v2.1.5] - 2020-2-25


QPanda

Added




	添加XEB实验功能


	ClassicalCondition添加获取地址信息接口


	添加用户自定义逻辑门类型的随机线路生成接口


	获取QProg和QCircuit线路属性包含使用量子比特及经典寄存器个数、测量量子比特等信息属性


	添加获取线路期望值功能




Changed




	修改U4门转换后，矩阵不一致问题


	优化多控门分解：单方向旋转单控门直接通过配置文件进行线路替换


	QPE代码优化


	修正QFT量子比特顺序错误的问题，并修正了Shor算法涉及QFT的部分代码


	修改QProg转QASM双门丢失问题


	修改字符画写文件错位问题






pyqpanda

Added




	添加XEB实验功能


	ClassicalCondition添加获取地址信息接口


	添加用户自定义逻辑门类型的随机线路生成接口


	获取QProg和QCircuit线路属性包含使用量子比特及经典寄存器个数、测量量子比特等信息属性


	添加获取线路期望值功能




Changed




	修改U4门转换后，矩阵不一致问题


	优化多控门分解：单方向旋转单控门直接通过配置文件进行线路替换


	QPE代码优化


	修正QFT量子比特顺序错误的问题，并修正了Shor算法涉及QFT的部分代码


	修改QProg转QASM双门丢失问题


	修改字符画写文件错位问题







v2.1.4 [https://github.com/OriginQ/QPanda-2/compare/v2.1.3...v2.1.4] - 2020-9-29


QPanda

Added




	添加线路适配异常处理


	MPS 振幅模拟功能


	添加多控门分解独立接口


	云量子虚拟机支持链接真实芯片功能




Changed




	配置文件接口可直接接收json字符串形式的配置信息


	修改windows控制台字符画乱码问题


	优化了测量部分


	优化Shor算法结果处理，使量子算法结果到输出逆元这一步更为可靠


	applications 中 HHL 实例修改


	修改线路替换时，qubit内存错误问题


	更新originir支持PI，自然对数


	修改受控单门无法在多控门分解接口分解的问题






pyqpanda

Added




	优化字符画Python接口，可直接print量子程序


	添加量子线路适配芯片拓扑结构接口


	添加Grover算法接口


	添加获取量子线路所用到的qubit的接口


	添加线路适配异常处理


	MPS 振幅模拟功能


	添加多控门分解独立接口


	云量子虚拟机支持链接真实芯片功能




Changed




	修改windows控制台字符画乱码问题


	优化了测量部分


	优化Shor算法结果处理，使量子算法结果到输出逆元这一步更为可靠


	更新originir支持PI，自然对数







v2.1.3 [https://github.com/OriginQ/QPanda-2/compare/v2.1.2...v2.1.3] - 2020-6-19


QPanda

Added




	添加 SU4 线路映射功能


	添加含噪声虚拟机中添加角度旋转误差接口 set_rotation_angle_error


	添加通过泡利矩阵设置噪声模型的方法 set_noise_kraus_matrix


	添加通酉矩阵和概率设置噪声的方法 set_noise_unitary_matrix


	添加生成随机线路的功能 RandomCircuit


	添加 Base_QCircuit 文件夹存放基础量子线路，QFT，QPE 等


	添加 HHL 算法


	添加 QARM 算法


	添加 QSVM 算法


	添加 QITE 算法




Changed




	convert_qasm_to_qprog 支持科学记数表达式：如 1.0e-10


	修改 runwithconfiguration 返回结果的显示方式


	修复 free qubit 内存泄漏


	修复 U4 gamma 值为nan的问题


	更新线路优化算法


	去掉噪声虚拟机的默认噪声参数的设置


	修复 Psi4Wrapper 中成员变量未赋初值的bug


	添加 QGate::remap 接口，映射逻辑门量子bit到不同的量子bit






pyQPanda

Added




	添加 SU4 线路映射功能


	添加含噪声虚拟机中添加角度旋转误差接口 set_rotation_angle_error


	添加通过泡利矩阵设置噪声模型的方法 set_noise_kraus_matrix


	添加通酉矩阵和概率设置噪声的方法 set_noise_unitary_matrix


	添加生成随机线路的功能 RandomCircuit


	添加 Base_QCircuit 文件夹存放基础量子线路，QFT，QPE 等


	添加 HHL 算法


	添加 QARM 算法


	添加 QSVM 算法


	添加 QITE 算法




Changed




	convert_qasm_to_qprog 支持科学记数表达式：如 1.0e-10


	修改 runwithconfiguration 返回结果的显示方式


	修复 free qubit 内存泄漏


	修复 U4 gamma 值为nan的问题


	更新线路优化算法


	去掉噪声虚拟机的默认噪声参数的设置


	修复 Psi4Wrapper 中成员变量未赋初值的bug


	添加 QGate::remap 接口，映射逻辑门量子bit到不同的量子bit







v2.1.2 [https://github.com/OriginQ/QPanda-2/compare/v2.1.1...v2.1.2] - 2020-3-31


QPanda

Added




	QAdder 量子加法器功能


	amplitude_encode 实现经典数据的量子态振幅编码


	run_with_configuration 添加测量次数的接口


	QCodar 一种用于各种NISQ设备的上下文持续时间感知的Qubit映射




Changed




	修改 QCloudMachine 接口


	修改 SQISWAP 、U2 、U3 门中的bug


	调整 topology_match 功能，使QVec完成物理比特映射






pyQPanda

Added




	QAdder 量子加法器功能


	amplitude_encode 实现经典数据的量子态振幅编码


	run_with_configuration 添加测量次数的接口


	QCodar 一种用于各种NISQ设备的上下文持续时间感知的Qubit映射




Changed




	修复 Shor 算法测试代码的错误


	调整 topology_match 功能，使QVec完成物理比特映射


	修改虚拟机中调用 pmeasure 系列接口出错的问题







v2.1.1 [https://github.com/OriginQ/QPanda-2/compare/v2.1.0...v2.1.1] - 2020-1-15


QPanda

Added




	QCloudMachine 添加商业云功能




Changed




	修改 GTEST 测试框架


	ChemiQ 可以生成动态库


	修改 NoiseQVM 中的算法错误


	修改 QIF 和 QWHILE 中的执行错误


	修改注释部分的乱码引起的编译错误






pyQPanda

Added




	添加接口: set_noise_model: 设置噪声模型


	QCloudMachine 添加商业云功能




Changed




	修改 NoiseQVM 中的算法错误


	修改 QIF 和 QWHILE 中的执行错误







v2.1.0 [https://github.com/OriginQ/QPanda-2/compare/v2.0.0...v2.1.0] - 2019-11-8


QPanda

Added




	添加逻辑门：I门.


	添加接口：fill_qprog_by_I：通过I门填充QProg


	添加接口：cast_qprog_qgate：转换Qprog到QGate


	添加接口：cast_qprog_qmeasure：转换Qprog到QMeasure


	添加接口：cast_qprog_qcircuit：转换Qprog到QCircuit


	添加接口：NoiseModel::set_noise_model:设置NoiseModel配置接口


	添加接口：flatten：展开量子程序中的嵌套节点的功能


	新增功能：单振幅量子虚拟机中可运行SWAP门


	添加接口：convert_qprog_to_binary：转换QProg到二进制


	添加接口：convert_binary_data_to_qprog：转换二进制到QProg


	添加接口：convert_originir_to_qprog：转换Qoriginir到QProg


	添加接口：convert_qasm_to_qprog：新增QASM转QProg的方法


	添加新的含噪声虚拟机模型:DECOHERENCE_KRAUS_OPERATOR_P1_P2, BITFLIP_KRAUS_OPERATOR, DEPOLARIZING_KRAUS_OPERATOR, BIT_PHASE_FLIP_OPRATOR, PHASE_DAMPING_OPRATOR


	添加接口：convert_qprog_to_originir：转换QProg到Qoriginir


	添加接口：convert_qprog_to_quil：转换QProg到QUil


	添加接口：convert_qprog_to_qasm：转换QProg到QASM




Changed




	原字符画接口print_prog改为：draw_qprog


	原QVM::setConfigure为 QVM::setConfig


	通过重载std::cout，直接输出目标线路的字符画






pyQPanda

Added




	添加逻辑门：I门


	添加接口：fill_qprog_by_I：通过I门填充QProg


	添加接口：cast_qprog_qgate：转换Qprog到QGate


	添加接口：cast_qprog_qmeasure：转换Qprog到QMeasure


	添加接口：cast_qprog_qcircuit：转换Qprog到QCircuit，遇到流控节点或者测量节点，返回false


	添加接口：flatten：添加量子程序或线路展开功能的python接口


	添加接口：convert_qprog_to_binary：转换QProg到二进制


	添加接口：convert_binary_data_to_qprog：转换二进制到QProg


	添加接口：convert_originir_to_qprog：转换Qoriginir到QProg


	添加接口：convert_qprog_to_originir：转换QProg到Qoriginir


	添加接口：convert_qprog_to_quil：转换QProg到QUil


	添加接口：convert_qasm_to_qprog：新增QASM转QProg的方法


	添加接口：convert_qprog_to_qasm：转换QProg到QASM




Changed




	调整接口：打印字符画接口print_qprog修改为draw_qprog







v2.0.0 [https://github.com/OriginQ/QPanda-2/compare/v1.3.5...v2.0.0] - 2019-9-30


QPanda

Added




	QPanda重构了项目框架把QPanda分为Applications、QAlg、Components、Core四层。


	添加接口getAllocateCMemNum：获取申请经典比特的数量


	添加接口pMeasureNoIndex：概率测量


	添加接口createEmptyCircuit：创建空的量子线路


	添加接口QWhile::getClassicalCondition： 获得经典表达式


	添加接口createWhileProg：创建QWhile


	添加接口createIfProg： 创建QIf


	添加接口createEmptyQProg：创建量子程序


	添加接口QVM::setConfigure: 设置比特数和经典寄存器数


	添加接口QVM:: qAlloc: 申请量子比特


	添加接口QVM::qAllocMany：申请多个量子比特


	添加接口QVM::getAllocateQubitNum：获取申请的量子比特数


	添加接口QVM::getAllocateCMemNum 获取申请的经典寄存器数


	添加接口QVM::cAlloc: 申请一个经典寄存器


	添加接口QVM::cAllocMany：申请多个经典寄存器


	添加接口SingleAmplitudeQVM：pMeasureBinIndex： 通过二进制下标进行PMeasure操作


	添加接口SingleAmplitudeQVM：pMeasureDecIndex： 通过十进制下标进行PMeasure操作


	添加接口CPUQVM:: pMeasureNoIndex: PMeasure操作


	添加接口validateSingleQGateType： 验证单量子逻辑门有效性


	添加接口validateDoubleQGateType：验证双量子逻辑门有效性


	添加接口getUnsupportQGateNum：统计量子程序（包含量子线路、QIF、QWHILE）中不支持的逻辑门的数量


	添加接口getQGateNum：统计量子程序（包含量子线路、QIF、QWHILE）中逻辑门的数量


	添加接口transformBinaryDataToQProg： 解析二进制数据转化为量子程序


	添加接口transformQProgToBinary：量子程序转化为二进制数据






pyQPanda

Added




	添加接口cAlloc: 申请一个固定位置上的经典比特


	添加接口cFree_all：释放传入的所有经典寄存器


	添加接口get_allocate_qubit_num： 获取申请量子比特的数量


	添加接口get_allocate_cmem_num：获取申请经典比特的数量


	添加接口get_prob_tuple_list：获得目标量子比特的概率测量结果， 其对应的下标为十进制，需先调用directlyRun


	添加接口get_prob_list：获得目标量子比特的概率测量结果， 并没有其对应的下标，需先调用directlyRun


	添加接口get_prob_dict：获得目标量子比特的概率测量结果， 其对应的下标为二进制，需先调用directlyRun


	添加接口pmeasure_no_index：概率测量


	添加接口accumulate_probability：累计概率


	添加接口QGate::set_dagger：设置逻辑门转置共轭


	添加接口QGate::set_control：设置逻辑门控制比特


	添加接口QCircuit::set_dagger：设置线路转置共轭


	添加接口Circuit::set_control：设置线路控制比特


	添加接口create_empty_circuit： 申请空线路


	添加接口QWhileProg::get_true_branch：获取正确分支


	添加接口QWhileProg::get_classical_condition 获取判断表达式


	添加接口QIfProg::get_true_branch：获取正确分支


	添加接口QIfProg::get_classical_condition： 获取判断表达式


	添加接口QIfProg::get_false_branch：获取失败分支


	添加接口create_If_prog：创建QIf


	添加接口create_empty_qprog：创建QProg


	添加接口QVM::allocate_qubit_through_phy_address：通过量子比特物理地址申请量子比特


	添加接口QVM::allocate_qubit_through_vir_address：通过量子比特虚拟地址申请量子比特


	添加接口QVM::get_result_map：获取结果map


	添加接口QVM::get_allocate_qubit_num：获取申请比特数


	添加接口QVM::get_allocate_cmem_num：获取申请经典寄存器数


	添加接口QVM::init_qvm：初始化量子虚拟机


	添加接口PartialAmplitudeQVM::pmeasure_subset：获取量子态任意子集的结果


	添加接口validate_single_qgate_type：验证单量子逻辑门有效性


	添加接口validate_double_qgate_type: 验证双量子逻辑门有效性


	添加接口transform_qprog_to_originir：量子程序转化OriginIR


	添加接口transform_originir_to_qprog：OriginIR转化量子程序


	添加接口get_unsupport_qgate_num：统计量子程序（包含量子线路、QIF、QWHILE）中不支持的逻辑门的数量


	添加接口get_qgate_num：统计量子程序（包含量子线路、QIF、QWHILE）中逻辑门的数量


	添加接口get_qprog_clock_cycle：统计量子程序时钟周期


	添加接口transform_binary_data_to_qprog：解析二进制数据转化为量子程序


	添加接口transform_qprog_to_binary：量子程序转化为二进制数据


	添加接口transform_qprog_to_qasm：量子程序转化为QASM指令集


	添加接口transform_qprog_to_quil：量子程序转化为Quil指令集








          

      

      

    

  

    
      
          
            
  
如何参与到QPanda

我们很欢迎您能参与到QPanda的项目里来。不过在这之前，我们需要制定一些需要遵守的规则，以更好的发展我们的QPanda。


推送流程

为了保证项目的质量，所有的提交，包括项目成员的提交，都需要通过审查才能合并到项目中，所以我们需要使用Github pull requests。
GitHub Help [https://help.github.com/articles/about-pull-requests/] 包含如何创建pull request的帮助信息.

在创建pull request之前，需要先fork QPanda repo [https://github.com/OriginQ/QPanda-2]，然后使用这个fork中分支向QPanda的官方仓库创建 pull requests。在创建pull request时应选择推送到QPanda官方仓库的develop分支。

fork 和 pull request的基本流程如下：


	Fork QPanda的仓库 repo page [https://github.com/quantumlib/Cirq]。并把你的克隆仓库下载到你的本机。


	从master分支创建一个新的分支

git checkout master -b new_branch_name





new_branch_name 是你的新分支的名称.



	把你的修改提交到你自己的分支.


	如果你的克隆仓库与QPanda的官方仓库不同步，你需要先更新你的克隆仓库的master分支，然后再把master分支合并到你自己的分支:

# Update your local master.
git fetch upstream
git checkout master
git merge upstream/master
# Merge local master into your branch.
git checkout new_branch_name
git merge master





在合并的过程中，你可能要修改一些合并冲突.



	把你修改的推送到你克隆的仓库

git push origin new_branch_name







	经过以上的操作，你就可以把你工作pull request给QPanda的官方仓库了，在pull request需要选择官方仓库的develop分支。我们将提供pull request的模板，请根据模板提供相关信息.


	审查人员将对您的代码，并可能要求更改，您可以在本地执行这些操作，然后再次执行上述过程.







测试

在pull request您的代码之前，请针对您修改的代码编写单元测试，并需要通过现有的测试。QPanda的测试基于googletest，googletest使用文档 [https://github.com/google/googletest/blob/master/googletest/docs/primer]包含如何使用googletest编写单元测试。

在编写单元测试之前，您需要先注意一些规范：


	单元测试文件的命名必须是你要测试的功能+.test.cpp;


	使用Test(),第一个参数必须是你要测试的功能，第二个是要测试的内容；


	单元测试的代码规范需要遵守QPanda的代码规范。







          

      

      

    

  

    
      
          
            
  
QPanda 2

[image: _images/1.png]图片: 

QPanda2 是由本源量子开发的开源量子计算框架，它可以用于构建、运行和优化量子算法.

QPanda2 作为本源量子计算系列软件的基础库，为QRunes、Qurator、量子计算服务提供核心部件。



持续化集成状态

| Linux                | Windows and MacOS|
|————————-|——————|
[image: _images/QPanda-2.svg]Build Status [https://travis-ci.org/OriginQ/QPanda-2]        |    [image: _images/OriginQ.QPanda-2]Build Status [https://dev.azure.com/yekongxiaogang/QPanda2/_build/latest?definitionId=4&branchName=master]

| C++ 文档         | Python 文档 |
|————————-|—————–|
| [image: _images/fa349f7cf6dff74ce50aaf2da9d551335d4e02d6.svg]Documentation Status [https://qpanda-tutorial.readthedocs.io/zh/latest/?badge=latest]      | [image: _images/8438cb0a05122ab8ddf034524b289e185a2979a4.svg]Documentation Status [https://pyqpanda-toturial.readthedocs.io/zh/latest/?badge=latest]



安装


Python 3.7-3.9

通过pip进行安装：

pip install pyqpanda







Python 其他版本和C++

如果要使用Python 3的其他版本，或者直接通过C++ API进行量子编程，建议直接从源码进行编译。内容参见使用文档 [https://qpanda-tutorial.readthedocs.io/zh/latest/]



验证安装

下面的例子可以在量子计算机中构建量子纠缠态(|00>+|11>)，对其进行测量，重复制备1000次。预期的结果是约有50%的概率使测量结果分别在00或11上。

from pyqpanda import *

init(QMachineType.CPU)
prog = QProg()
q = qAlloc_many(2)
c = cAlloc_many(2)
prog.insert(H(q[0]))
prog.insert(CNOT(q[0],q[1]))
prog.insert(measure_all(q,c))
result = run_with_configuration(prog, cbit_list = c, shots = 1000)
print(result)
finalize()





观察到如下结果说明您已经成功安装QPanda！（安装失败请参阅FAQ [https://pyqpanda-toturial.readthedocs.io/zh/latest/]，或在issue中提出）

{'00': 493, '11': 507}





更多的例子请参见使用示例 [https://github.com/OriginQ/QPanda-Example]。




相关资料


	本源量子官网 [http://originqc.com.cn/]


	本源量子云平台 [http://www.qubitonline.cn/]


	本源量子教育 [https://learn-quantum.com/EDU/index.html]


	ReadTheDocs文档(C++) [https://qpanda-tutorial.readthedocs.io/zh/latest/]


	ReadTheDocs文档(Python) [https://pyqpanda-toturial.readthedocs.io/zh/latest/]


	QRunes量子语言 [https://qrunes-tutorial.readthedocs.io/en/latest/]


	Qurator-VSCode [https://qurator-vscode.readthedocs.io/zh_CN/latest/]






团队介绍

QPanda由本源量子开发，本源量子致力于量子计算机的研发与应用，已推出6-qubit超导量子芯片（KF C6-130）、2-qubit半导量子芯片（XW B2-100），团队的目标是在近年制造出更多量子比特的芯片，提供公开云服务，实现量子优势与量子应用。软件团队为硬件提供支撑，除QPanda外还开发了QRunes量子语言、Qurator量子软件开发插件、本源量子云计算云服务平台、本源量子教育云等产品。



License

Apache License 2.0

Copyright (c) 2017-2023 By Origin Quantum Computing. All Right Reserved.




          

      

      

    

  

    
      
          
            
  
QPanda 2

[image: _images/1.png]图片: 

QPanda2 is an open source quantum computing framework developed by Origin Quantum, which can be used to build, run and optimize quantum algorithms.
QPanda2 is the basic library of a series of software developped by  Origin Quantum, which provides core components for QRunes, Qurator and quantum computing services.

| Linux                | Windows |
|————————-|——————|
[image: _images/QPanda-2.svg]Build Status [https://travis-ci.org/OriginQ/QPanda-2]        |    [image: _images/OriginQ.QPanda-2]Build Status [https://dev.azure.com/yekongxiaogang/QPanda2/_build/latest?definitionId=4&branchName=master]

| C++ Documents         | Python Documents |
|————————-|—————–|
| [image: _images/fa349f7cf6dff74ce50aaf2da9d551335d4e02d6.svg]Documentation Status [https://qpanda-tutorial.readthedocs.io/zh/latest/?badge=latest]      | [image: _images/8438cb0a05122ab8ddf034524b289e185a2979a4.svg]Documentation Status [https://pyqpanda-toturial.readthedocs.io/zh/latest/?badge=latest]



Install for Python


Python 3.7-3.9

Install using pip:

pip install pyqpanda







Other versions of Python and C++

If you want to use other versions of Python3 or use C++ API, Compiling from source is recommended.
Reference to the Documents for tutorials [https://pyqpanda-tutorial-en.readthedocs.io/en/latest/]



Python sample code

The following example can be used to construct quantum entanglement in a quantum computer(|0000>+|1111>), measure all qubits and run 1000 times:

from pyqpanda import *

qvm = CPUQVM()
qvm.init_qvm()
prog = QProg()
q = qvm.qAlloc_many(4)
c = qvm.cAlloc_many(4)
prog << H(q[0])\
    << CNOT(q[0:-1],q[1:])\
    << measure_all(q,c)
result = qvm.run_with_configuration(prog, c, 1000)
print(result)
qvm.finalize()





Results:

{'0000': 518, '1111': 482}





See more examples [https://github.com/OriginQ/QPanda-Example]。




Other informations


	ReadTheDocs(C++) [https://qpanda-tutorial.readthedocs.io/zh/latest/]


	ReadTheDocs(Python) [https://pyqpanda-tutorial-en.readthedocs.io/en/latest/]


	QRunes [https://qrunes-tutorial.readthedocs.io/en/latest/]


	Qurator-VSCode [https://qurator-vscode.readthedocs.io/zh_CN/latest/]


	VQNet [https://vqnet20-tutorial.readthedocs.io/en/main/index.html]


	Introduction to Quantum Computing and Programming [https://quantum-book-by-originq.readthedocs.io/en/latest/#]


	Official website of Origin Quantum [http://originqc.com.cn/]


	OriginQ Cloud [http://www.qubitonline.cn/]


	OriginQ Education [https://learn-quantum.com/EDU/index.html]






How to cite

Please cite this arXiv paper: QPanda: high-performance quantum computing framework for multiple application scenarios [https://arxiv.org/abs/2212.14201]

@article{dou2022qpanda,
  title={QPanda: high-performance quantum computing framework for multiple application scenarios},
  author={Dou, Menghan and Zou, Tianrui and Fang, Yuan and Wang, Jing and Zhao, Dongyi and Yu, Lei and Chen, Boying and Guo, Wenbo and Li, Ye and Chen, Zhaoyun and Guo, Guoping},
  journal={arXiv preprint arXiv:2212.14201},
  year={2022}
}







About

QPanda is developed by Origin Quantum, which is committed to the development and application of quantum computers,
It has launched 6-Qubit superconducting quantum chip (KF C6-130) and 2-Qubit semi-conducting quantum chip (XW B2-100).
The goal of the team is to produce more qubit chips in recent years, provide open cloud services, and realize quantum advantages and quantum applications.
The software team underpins the hardware,In addition to QPanda, it has also developed QRunes, Qurator,
OriginQ Cloud service platform, OriginQ Education cloud and other products.



License

Apache License 2.0




          

      

      

    

  

    
      
          
            
  
综述



细节与解释




          

      

      

    

  

    
      
          
            
  

name: “Bug issue”
about: “提交Bug”
title: ‘’
labels: bug
assignees: ‘’




QPanda


基本信息


	QPanda 版本：


	操作系统：






Bug是什么？



复现Bug的步骤？



建议的解决方案




pyQPanda


基本信息


	pyQPanda 版本：


	Python 版本：


	操作系统：






Bug是什么？



复现Bug的步骤？



建议的解决方案





          

      

      

    

  

    
      
          
            
  

name: Documentation
about: ‘提交关于文档的issue’
title: ‘’
labels: documentation
assignees: ‘’




需要修改的文档Bug


	哪些文件有Bug？


	哪一段信息需要修改? (您可以复制粘贴到这)


	怎么修改?


	关于这个Bug还有其他相关的问题或请求吗？






现有文档是否有新内容需要更新？


	哪一个文件需要更新?


	哪一段内容需要更新或替换? (您可以复制粘贴到这)


	需要更新的内容是什么?







          

      

      

    

  

    
      
          
            
  

name: “ Feature request”
about: “针对QPanda提出您的idea”
title: ‘’
labels: enhancement
assignees: ‘’




新功能的预期行为是什么？




          

      

      

    

  

    
      
          
            
  g++的编译命令为


宿主机有libcurl时
g++ test.cpp -std=c++14 -fopenmp -I{QPanda安装路径}/include/qpanda2/ -I{QPanda安装路径}/include/qpanda2/ThirdParty/ -L{QPanda安装路径}/lib/ -lQPanda2 -lTinyXML -lcurl -o test

宿主机没有libcurl时
g++ test.cpp -std=c++14 -fopenmp -I{QPanda安装路径}/include/qpanda2/ -I{QPanda安装路径}/include/qpanda2/ThirdParty/ -L{QPanda安装路径}/lib/ -lQPanda2 -lTinyXML -o test





使用MPI并行计算时的编译命令


宿主机有libcurl时
mpic++ test.cpp -std=c++14 -fopenmp -I{QPanda安装路径}/include/qpanda2/ -I{QPanda安装路径}/include/qpanda2/ThirdParty/ -L{QPanda安装路径}/lib/ -lQPanda2 -lTinyXML -lcurl -o test

宿主机没有libcurl时
mpic++ test.cpp -std=c++14 -fopenmp -I{QPanda安装路径}/include/qpanda2/ -I{QPanda安装路径}/include/qpanda2/ThirdParty/ -L{QPanda安装路径}/lib/ -lQPanda2 -lTinyXML -o test







          

      

      

    

  

    
      
          
            
  
Eigen Tensors {#eigen_tensors}

Tensors are multidimensional arrays of elements. Elements are typically scalars,
but more complex types such as strings are also supported.

[TOC]


Tensor Classes

You can manipulate a tensor with one of the following classes.  They all are in
the namespace ::Eigen.


Class Tensor<data_type, rank>

This is the class to use to create a tensor and allocate memory for it.  The
class is templatized with the tensor datatype, such as float or int, and the
tensor rank.  The rank is the number of dimensions, for example rank 2 is a
matrix.

Tensors of this class are resizable.  For example, if you assign a tensor of a
different size to a Tensor, that tensor is resized to match its new value.


Constructor Tensor<data_type, rank>(size0, size1, ...)

Constructor for a Tensor.  The constructor must be passed rank integers
indicating the sizes of the instance along each of the the rank
dimensions.

// Create a tensor of rank 3 of sizes 2, 3, 4.  This tensor owns
// memory to hold 24 floating point values (24 = 2 x 3 x 4).
Tensor<float, 3> t_3d(2, 3, 4);

// Resize t_3d by assigning a tensor of different sizes, but same rank.
t_3d = Tensor<float, 3>(3, 4, 3);







Constructor Tensor<data_type, rank>(size_array)

Constructor where the sizes for the constructor are specified as an array of
values instead of an explicitly list of parameters.  The array type to use is
Eigen::array<Eigen::Index>.  The array can be constructed automatically
from an initializer list.

// Create a tensor of strings of rank 2 with sizes 5, 7.
Tensor<string, 2> t_2d({5, 7});








Class TensorFixedSize<data_type, Sizes<size0, size1, ...>>

Class to use for tensors of fixed size, where the size is known at compile
time.  Fixed sized tensors can provide very fast computations because all their
dimensions are known by the compiler.  FixedSize tensors are not resizable.

If the total number of elements in a fixed size tensor is small enough the
tensor data is held onto the stack and does not cause heap allocation and free.

// Create a 4 x 3 tensor of floats.
TensorFixedSize<float, Sizes<4, 3>> t_4x3;







Class TensorMap<Tensor<data_type, rank>>

This is the class to use to create a tensor on top of memory allocated and
owned by another part of your code.  It allows to view any piece of allocated
memory as a Tensor.  Instances of this class do not own the memory where the
data are stored.

A TensorMap is not resizable because it does not own the memory where its data
are stored.


Constructor TensorMap<Tensor<data_type, rank>>(data, size0, size1, ...)

Constructor for a Tensor.  The constructor must be passed a pointer to the
storage for the data, and “rank” size attributes.  The storage has to be
large enough to hold all the data.

// Map a tensor of ints on top of stack-allocated storage.
int storage[128];  // 2 x 4 x 2 x 8 = 128
TensorMap<Tensor<int, 4>> t_4d(storage, 2, 4, 2, 8);

// The same storage can be viewed as a different tensor.
// You can also pass the sizes as an array.
TensorMap<Tensor<int, 2>> t_2d(storage, 16, 8);

// You can also map fixed-size tensors.  Here we get a 1d view of
// the 2d fixed-size tensor.
TensorFixedSize<float, Sizes<4, 5>> t_4x3;
TensorMap<Tensor<float, 1>> t_12(t_4x3.data(), 12);







Class TensorRef

See Assigning to a TensorRef below.





Accessing Tensor Elements


<data_type> tensor(index0, index1...)

Return the element at position (index0, index1...) in tensor
tensor.  You must pass as many parameters as the rank of tensor.
The expression can be used as an l-value to set the value of the element at the
specified position.  The value returned is of the datatype of the tensor.

// Set the value of the element at position (0, 1, 0);
Tensor<float, 3> t_3d(2, 3, 4);
t_3d(0, 1, 0) = 12.0f;

// Initialize all elements to random values.
for (int i = 0; i < 2; ++i) {
  for (int j = 0; j < 3; ++j) {
    for (int k = 0; k < 4; ++k) {
      t_3d(i, j, k) = ...some random value...;
    }
  }
}

// Print elements of a tensor.
for (int i = 0; i < 2; ++i) {
  LOG(INFO) << t_3d(i, 0, 0);
}








TensorLayout

The tensor library supports 2 layouts: ColMajor (the default) and
RowMajor.  Only the default column major layout is currently fully
supported, and it is therefore not recommended to attempt to use the row major
layout at the moment.

The layout of a tensor is optionally specified as part of its type. If not
specified explicitly column major is assumed.

Tensor<float, 3, ColMajor> col_major;  // equivalent to Tensor<float, 3>
TensorMap<Tensor<float, 3, RowMajor> > row_major(data, ...);





All the arguments to an expression must use the same layout. Attempting to mix
different layouts will result in a compilation error.

It is possible to change the layout of a tensor or an expression using the
swap_layout() method.  Note that this will also reverse the order of the
dimensions.

Tensor<float, 2, ColMajor> col_major(2, 4);
Tensor<float, 2, RowMajor> row_major(2, 4);

Tensor<float, 2> col_major_result = col_major;  // ok, layouts match
Tensor<float, 2> col_major_result = row_major;  // will not compile

// Simple layout swap
col_major_result = row_major.swap_layout();
eigen_assert(col_major_result.dimension(0) == 4);
eigen_assert(col_major_result.dimension(1) == 2);

// Swap the layout and preserve the order of the dimensions
array<int, 2> shuffle(1, 0);
col_major_result = row_major.swap_layout().shuffle(shuffle);
eigen_assert(col_major_result.dimension(0) == 2);
eigen_assert(col_major_result.dimension(1) == 4);







Tensor Operations

The Eigen Tensor library provides a vast library of operations on Tensors:
numerical operations such as addition and multiplication, geometry operations
such as slicing and shuffling, etc.  These operations are available as methods
of the Tensor classes, and in some cases as operator overloads.  For example
the following code computes the elementwise addition of two tensors:

Tensor<float, 3> t1(2, 3, 4);
...set some values in t1...
Tensor<float, 3> t2(2, 3, 4);
...set some values in t2...
// Set t3 to the element wise sum of t1 and t2
Tensor<float, 3> t3 = t1 + t2;





While the code above looks easy enough, it is important to understand that the
expression t1 + t2 is not actually adding the values of the tensors.  The
expression instead constructs a “tensor operator” object of the class
TensorCwiseBinaryOp<scalar_sum>, which has references to the tensors
t1 and t2.  This is a small C++ object that knows how to add
t1 and t2.  It is only when the value of the expression is assigned
to the tensor t3 that the addition is actually performed.  Technically,
this happens through the overloading of operator=() in the Tensor class.

This mechanism for computing tensor expressions allows for lazy evaluation and
optimizations which are what make the tensor library very fast.

Of course, the tensor operators do nest, and the expression t1 + t2 * 0.3f
is actually represented with the (approximate) tree of operators:

TensorCwiseBinaryOp<scalar_sum>(t1, TensorCwiseUnaryOp<scalar_mul>(t2, 0.3f))






Tensor Operations and C++ “auto”

Because Tensor operations create tensor operators, the C++ auto keyword
does not have its intuitive meaning.  Consider these 2 lines of code:

Tensor<float, 3> t3 = t1 + t2;
auto t4 = t1 + t2;





In the first line we allocate the tensor t3 and it will contain the
result of the addition of t1 and t2.  In the second line, t4
is actually the tree of tensor operators that will compute the addition of
t1 and t2.  In fact, t4 is not a tensor and you cannot get
the values of its elements:

Tensor<float, 3> t3 = t1 + t2;
cout << t3(0, 0, 0);  // OK prints the value of t1(0, 0, 0) + t2(0, 0, 0)

auto t4 = t1 + t2;
cout << t4(0, 0, 0);  // Compilation error!





When you use auto you do not get a Tensor as a result but instead a
non-evaluated expression.  So only use auto to delay evaluation.

Unfortunately, there is no single underlying concrete type for holding
non-evaluated expressions, hence you have to use auto in the case when you do
want to hold non-evaluated expressions.

When you need the results of set of tensor computations you have to assign the
result to a Tensor that will be capable of holding onto them.  This can be
either a normal Tensor, a fixed size Tensor, or a TensorMap on an existing
piece of memory.  All the following will work:

auto t4 = t1 + t2;

Tensor<float, 3> result = t4;  // Could also be: result(t4);
cout << result(0, 0, 0);

TensorMap<float, 4> result(<a float* with enough space>, <size0>, ...) = t4;
cout << result(0, 0, 0);

TensorFixedSize<float, Sizes<size0, ...>> result = t4;
cout << result(0, 0, 0);





Until you need the results, you can keep the operation around, and even reuse
it for additional operations.  As long as you keep the expression as an
operation, no computation is performed.

// One way to compute exp((t1 + t2) * 0.2f);
auto t3 = t1 + t2;
auto t4 = t3 * 0.2f;
auto t5 = t4.exp();
Tensor<float, 3> result = t5;

// Another way, exactly as efficient as the previous one:
Tensor<float, 3> result = ((t1 + t2) * 0.2f).exp();







Controlling When Expression are Evaluated

There are several ways to control when expressions are evaluated:


	Assignment to a Tensor, TensorFixedSize, or TensorMap.


	Use of the eval() method.


	Assignment to a TensorRef.





Assigning to a Tensor, TensorFixedSize, or TensorMap.

The most common way to evaluate an expression is to assign it to a Tensor.  In
the example below, the auto declarations make the intermediate values
“Operations”, not Tensors, and do not cause the expressions to be evaluated.
The assignment to the Tensor result causes the evaluation of all the
operations.

auto t3 = t1 + t2;             // t3 is an Operation.
auto t4 = t3 * 0.2f;           // t4 is an Operation.
auto t5 = t4.exp();            // t5 is an Operation.
Tensor<float, 3> result = t5;  // The operations are evaluated.





If you know the ranks and sizes of the Operation value you can assign the
Operation to a TensorFixedSize instead of a Tensor, which is a bit more
efficient.

// We know that the result is a 4x4x2 tensor!
TensorFixedSize<float, Sizes<4, 4, 2>> result = t5;





Simiarly, assigning an expression to a TensorMap causes its evaluation.  Like
tensors of type TensorFixedSize, TensorMaps cannot be resized so they have to
have the rank and sizes of the expression that are assigned to them.



Calling eval().

When you compute large composite expressions, you sometimes want to tell Eigen
that an intermediate value in the expression tree is worth evaluating ahead of
time.  This is done by inserting a call to the eval() method of the
expression Operation.

// The previous example could have been written:
Tensor<float, 3> result = ((t1 + t2) * 0.2f).exp();

// If you want to compute (t1 + t2) once ahead of time you can write:
Tensor<float, 3> result = ((t1 + t2).eval() * 0.2f).exp();





Semantically, calling eval() is equivalent to materializing the value of
the expression in a temporary Tensor of the right size.  The code above in
effect does:

// .eval() knows the size!
TensorFixedSize<float, Sizes<4, 4, 2>> tmp = t1 + t2;
Tensor<float, 3> result = (tmp * 0.2f).exp();





Note that the return value of eval() is itself an Operation, so the
following code does not do what you may think:

// Here t3 is an evaluation Operation.  t3 has not been evaluated yet.
auto t3 = (t1 + t2).eval();

// You can use t3 in another expression.  Still no evaluation.
auto t4 = (t3 * 0.2f).exp();

// The value is evaluated when you assign the Operation to a Tensor, using
// an intermediate tensor to represent t3.x
Tensor<float, 3> result = t4;





While in the examples above calling eval() does not make a difference in
performance, in other cases it can make a huge difference.  In the expression
below the broadcast() expression causes the X.maximum() expression
to be evaluated many times:

Tensor<...> X ...;
Tensor<...> Y = ((X - X.maximum(depth_dim).reshape(dims2d).broadcast(bcast))
                 * beta).exp();





Inserting a call to eval() between the maximum() and
reshape() calls guarantees that maximum() is only computed once and
greatly speeds-up execution:

Tensor<...> Y =
  ((X - X.maximum(depth_dim).eval().reshape(dims2d).broadcast(bcast))
    * beta).exp();





In the other example below, the tensor Y is both used in the expression
and its assignment.  This is an aliasing problem and if the evaluation is not
done in the right order Y will be updated incrementally during the evaluation
resulting in bogus results:

 Tensor<...> Y ...;
 Y = Y / (Y.sum(depth_dim).reshape(dims2d).broadcast(bcast));





Inserting a call to eval() between the sum() and reshape()
expressions ensures that the sum is computed before any updates to Y are
done.

 Y = Y / (Y.sum(depth_dim).eval().reshape(dims2d).broadcast(bcast));





Note that an eval around the full right hand side expression is not needed
because the generated has to compute the i-th value of the right hand side
before assigning it to the left hand side.

However, if you were assigning the expression value to a shuffle of Y
then you would need to force an eval for correctness by adding an eval()
call for the right hand side:

 Y.shuffle(...) =
    (Y / (Y.sum(depth_dim).eval().reshape(dims2d).broadcast(bcast))).eval();







Assigning to a TensorRef.

If you need to access only a few elements from the value of an expression you
can avoid materializing the value in a full tensor by using a TensorRef.

A TensorRef is a small wrapper class for any Eigen Operation.  It provides
overloads for the () operator that let you access individual values in
the expression.  TensorRef is convenient, because the Operation themselves do
not provide a way to access individual elements.

// Create a TensorRef for the expression.  The expression is not
// evaluated yet.
TensorRef<Tensor<float, 3> > ref = ((t1 + t2) * 0.2f).exp();

// Use "ref" to access individual elements.  The expression is evaluated
// on the fly.
float at_0 = ref(0, 0, 0);
cout << ref(0, 1, 0);





Only use TensorRef when you need a subset of the values of the expression.
TensorRef only computes the values you access.  However note that if you are
going to access all the values it will be much faster to materialize the
results in a Tensor first.

In some cases, if the full Tensor result would be very large, you may save
memory by accessing it as a TensorRef.  But not always.  So don’t count on it.




Controlling How Expressions Are Evaluated

The tensor library provides several implementations of the various operations
such as contractions and convolutions.  The implementations are optimized for
different environments: single threaded on CPU, multi threaded on CPU, or on a
GPU using cuda.  Additional implementations may be added later.

You can choose which implementation to use with the device() call.  If
you do not choose an implementation explicitly the default implementation that
uses a single thread on the CPU is used.

The default implementation has been optimized for recent Intel CPUs, taking
advantage of SSE, AVX, and FMA instructions.  Work is ongoing to tune the
library on ARM CPUs.  Note that you need to pass compiler-dependent flags
to enable the use of SSE, AVX, and other instructions.

For example, the following code adds two tensors using the default
single-threaded CPU implementation:

Tensor<float, 2> a(30, 40);
Tensor<float, 2> b(30, 40);
Tensor<float, 2> c = a + b;





To choose a different implementation you have to insert a device() call
before the assignment of the result.  For technical C++ reasons this requires
that the Tensor for the result be declared on its own.  This means that you
have to know the size of the result.

Eigen::Tensor<float, 2> c(30, 40);
c.device(...) = a + b;





The call to device() must be the last call on the left of the operator=.

You must pass to the device() call an Eigen device object.  There are
presently three devices you can use: DefaultDevice, ThreadPoolDevice and
GpuDevice.


Evaluating With the DefaultDevice

This is exactly the same as not inserting a device() call.

DefaultDevice my_device;
c.device(my_device) = a + b;







Evaluating with a Thread Pool

// Create the Eigen ThreadPoolDevice.
Eigen::ThreadPoolDevice my_device(4 /* number of threads to use */);

// Now just use the device when evaluating expressions.
Eigen::Tensor<float, 2> c(30, 50);
c.device(my_device) = a.contract(b, dot_product_dims);







Evaluating On GPU

This is presently a bit more complicated than just using a thread pool device.
You need to create a GPU device but you also need to explicitly allocate the
memory for tensors with cuda.





API Reference


Datatypes

In the documentation of the tensor methods and Operation we mention datatypes
that are tensor-type specific:


<Tensor-Type>::``Dimensions

Acts like an array of ints.  Has an int size attribute, and can be
indexed like an array to access individual values.  Used to represent the
dimensions of a tensor.  See dimensions().



<Tensor-Type>::``Index

Acts like an int.  Used for indexing tensors along their dimensions.  See
operator(), dimension(), and size().



<Tensor-Type>::``Scalar

Represents the datatype of individual tensor elements.  For example, for a
Tensor<float>, Scalar is the type float.  See
setConstant().



<Operation>

We use this pseudo type to indicate that a tensor Operation is returned by a
method.  We indicate in the text the type and dimensions of the tensor that the
Operation returns after evaluation.

The Operation will have to be evaluated, for example by assigning it to a
tensor, before you can access the values of the resulting tensor.  You can also
access the values through a TensorRef.





Built-in Tensor Methods

These are usual C++ methods that act on tensors immediately.  They are not
Operations which provide delayed evaluation of their results.  Unless specified
otherwise, all the methods listed below are available on all tensor classes:
Tensor, TensorFixedSize, and TensorMap.



Metadata


int NumDimensions

Constant value indicating the number of dimensions of a Tensor.  This is also
known as the tensor “rank”.

  Eigen::Tensor<float, 2> a(3, 4);
  cout << "Dims " << a.NumDimensions;
  => Dims 2







Dimensions dimensions()

Returns an array-like object representing the dimensions of the tensor.
The actual type of the dimensions() result is <Tensor-Type>::``Dimensions.

Eigen::Tensor<float, 2> a(3, 4);
const Eigen::Tensor<float, 2>::Dimensions& d = a.dimensions();
cout << "Dim size: " << d.size << ", dim 0: " << d[0]
     << ", dim 1: " << d[1];
=> Dim size: 2, dim 0: 3, dim 1: 4





If you use a C++11 compiler, you can use auto to simplify the code:

const auto& d = a.dimensions();
cout << "Dim size: " << d.size << ", dim 0: " << d[0]
     << ", dim 1: " << d[1];
=> Dim size: 2, dim 0: 3, dim 1: 4







Index dimension(Index n)

Returns the n-th dimension of the tensor.  The actual type of the
dimension() result is <Tensor-Type>::``Index, but you can
always use it like an int.

  Eigen::Tensor<float, 2> a(3, 4);
  int dim1 = a.dimension(1);
  cout << "Dim 1: " << dim1;
  => Dim 1: 4







Index size()

Returns the total number of elements in the tensor.  This is the product of all
the tensor dimensions.  The actual type of the size() result is
<Tensor-Type>::``Index, but you can always use it like an int.

Eigen::Tensor<float, 2> a(3, 4);
cout << "Size: " << a.size();
=> Size: 12







Getting Dimensions From An Operation

A few operations provide dimensions() directly,
e.g. TensorReslicingOp.  Most operations defer calculating dimensions
until the operation is being evaluated.  If you need access to the dimensions
of a deferred operation, you can wrap it in a TensorRef (see Assigning to a
TensorRef above), which provides dimensions() and dimension() as
above.

TensorRef can also wrap the plain Tensor types, so this is a useful idiom in
templated contexts where the underlying object could be either a raw Tensor
or some deferred operation (e.g. a slice of a Tensor).  In this case, the
template code can wrap the object in a TensorRef and reason about its
dimensionality while remaining agnostic to the underlying type.




Constructors


Tensor

Creates a tensor of the specified size. The number of arguments must be equal
to the rank of the tensor. The content of the tensor is not initialized.

Eigen::Tensor<float, 2> a(3, 4);
cout << "NumRows: " << a.dimension(0) << " NumCols: " << a.dimension(1) << endl;
=> NumRows: 3 NumCols: 4







TensorFixedSize

Creates a tensor of the specified size. The number of arguments in the Sizes<>
template parameter determines the rank of the tensor. The content of the tensor
is not initialized.

Eigen::TensorFixedSize<float, Sizes<3, 4>> a;
cout << "Rank: " << a.rank() << endl;
=> Rank: 2
cout << "NumRows: " << a.dimension(0) << " NumCols: " << a.dimension(1) << endl;
=> NumRows: 3 NumCols: 4







TensorMap

Creates a tensor mapping an existing array of data. The data must not be freed
until the TensorMap is discarded, and the size of the data must be large enough
to accommodate the coefficients of the tensor.

float data[] = {0, 1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11};
Eigen::TensorMap<Tensor<float, 2>> a(data, 3, 4);
cout << "NumRows: " << a.dimension(0) << " NumCols: " << a.dimension(1) << endl;
=> NumRows: 3 NumCols: 4
cout << "a(1, 2): " << a(1, 2) << endl;
=> a(1, 2): 7








Contents Initialization

When a new Tensor or a new TensorFixedSize are created, memory is allocated to
hold all the tensor elements, but the memory is not initialized.  Similarly,
when a new TensorMap is created on top of non-initialized memory the memory its
contents are not initialized.

You can use one of the methods below to initialize the tensor memory.  These
have an immediate effect on the tensor and return the tensor itself as a
result.  These are not tensor Operations which delay evaluation.


<Tensor-Type> setConstant(const Scalar& val)

Sets all elements of the tensor to the constant value val.  Scalar
is the type of data stored in the tensor.  You can pass any value that is
convertible to that type.

Returns the tensor itself in case you want to chain another call.

a.setConstant(12.3f);
cout << "Constant: " << endl << a << endl << endl;
=>
Constant:
12.3 12.3 12.3 12.3
12.3 12.3 12.3 12.3
12.3 12.3 12.3 12.3





Note that setConstant() can be used on any tensor where the element type
has a copy constructor and an operator=():

Eigen::Tensor<string, 2> a(2, 3);
a.setConstant("yolo");
cout << "String tensor: " << endl << a << endl << endl;
=>
String tensor:
yolo yolo yolo
yolo yolo yolo







<Tensor-Type> setZero()

Fills the tensor with zeros.  Equivalent to setConstant(Scalar(0)).
Returns the tensor itself in case you want to chain another call.

a.setZero();
cout << "Zeros: " << endl << a << endl << endl;
=>
Zeros:
0 0 0 0
0 0 0 0
0 0 0 0







<Tensor-Type> setValues({..initializer_list})

Fills the tensor with explicit values specified in a std::initializer_list.
The type of the initializer list depends on the type and rank of the tensor.

If the tensor has rank N, the initializer list must be nested N times.  The
most deeply nested lists must contains P scalars of the Tensor type where P is
the size of the last dimension of the Tensor.

For example, for a TensorFixedSize<float, 2, 3> the initializer list must
contains 2 lists of 3 floats each.

setValues() returns the tensor itself in case you want to chain another
call.

Eigen::Tensor<float, 2> a(2, 3);
a.setValues({{0.0f, 1.0f, 2.0f}, {3.0f, 4.0f, 5.0f}});
cout << "a" << endl << a << endl << endl;
=>
a
0 1 2
3 4 5





If a list is too short, the corresponding elements of the tensor will not be
changed.  This is valid at each level of nesting.  For example the following
code only sets the values of the first row of the tensor.

Eigen::Tensor<int, 2> a(2, 3);
a.setConstant(1000);
a.setValues({{10, 20, 30}});
cout << "a" << endl << a << endl << endl;
=>
a
10   20   30
1000 1000 1000







<Tensor-Type> setRandom()

Fills the tensor with random values.  Returns the tensor itself in case you
want to chain another call.

a.setRandom();
cout << "Random: " << endl << a << endl << endl;
=>
Random:
  0.680375    0.59688  -0.329554    0.10794
 -0.211234   0.823295   0.536459 -0.0452059
  0.566198  -0.604897  -0.444451   0.257742





You can customize setRandom() by providing your own random number
generator as a template argument:

a.setRandom<MyRandomGenerator>();





Here, MyRandomGenerator must be a struct with the following member
functions, where Scalar and Index are the same as <Tensor-Type>::``Scalar
and <Tensor-Type>::``Index.

See struct UniformRandomGenerator in TensorFunctors.h for an example.

// Custom number generator for use with setRandom().
struct MyRandomGenerator {
  // Default and copy constructors. Both are needed
  MyRandomGenerator() { }
  MyRandomGenerator(const MyRandomGenerator& ) { }

  // Return a random value to be used.  "element_location" is the
  // location of the entry to set in the tensor, it can typically
  // be ignored.
  Scalar operator()(Eigen::DenseIndex element_location,
                    Eigen::DenseIndex /*unused*/ = 0) const {
    return <randomly generated value of type T>;
  }

  // Same as above but generates several numbers at a time.
  typename internal::packet_traits<Scalar>::type packetOp(
      Eigen::DenseIndex packet_location, Eigen::DenseIndex /*unused*/ = 0) const {
    return <a packet of randomly generated values>;
  }
};





You can also use one of the 2 random number generators that are part of the
tensor library:


	UniformRandomGenerator


	NormalRandomGenerator







Data Access

The Tensor, TensorFixedSize, and TensorRef classes provide the following
accessors to access the tensor coefficients:

const Scalar& operator()(const array<Index, NumIndices>& indices)
const Scalar& operator()(Index firstIndex, IndexTypes... otherIndices)
Scalar& operator()(const array<Index, NumIndices>& indices)
Scalar& operator()(Index firstIndex, IndexTypes... otherIndices)





The number of indices must be equal to the rank of the tensor. Moreover, these
accessors are not available on tensor expressions. In order to access the
values of a tensor expression, the expression must either be evaluated or
wrapped in a TensorRef.


Scalar* data() and const Scalar* data() const

Returns a pointer to the storage for the tensor.  The pointer is const if the
tensor was const.  This allows direct access to the data.  The layout of the
data depends on the tensor layout: RowMajor or ColMajor.

This access is usually only needed for special cases, for example when mixing
Eigen Tensor code with other libraries.

Scalar is the type of data stored in the tensor.

Eigen::Tensor<float, 2> a(3, 4);
float* a_data = a.data();
a_data[0] = 123.45f;
cout << "a(0, 0): " << a(0, 0);
=> a(0, 0): 123.45








Tensor Operations

All the methods documented below return non evaluated tensor Operations.
These can be chained: you can apply another Tensor Operation to the value
returned by the method.

The chain of Operation is evaluated lazily, typically when it is assigned to a
tensor.  See “Controlling when Expression are Evaluated” for more details about
their evaluation.


<Operation> constant(const Scalar& val)

Returns a tensor of the same type and dimensions as the original tensor but
where all elements have the value val.

This is useful, for example, when you want to add or subtract a constant from a
tensor, or multiply every element of a tensor by a scalar.

Eigen::Tensor<float, 2> a(2, 3);
a.setConstant(1.0f);
Eigen::Tensor<float, 2> b = a + a.constant(2.0f);
Eigen::Tensor<float, 2> c = b * b.constant(0.2f);
cout << "a" << endl << a << endl << endl;
cout << "b" << endl << b << endl << endl;
cout << "c" << endl << c << endl << endl;
=>
a
1 1 1
1 1 1

b
3 3 3
3 3 3

c
0.6 0.6 0.6
0.6 0.6 0.6







<Operation> random()

Returns a tensor of the same type and dimensions as the current tensor
but where all elements have random values.

This is for example useful to add random values to an existing tensor.
The generation of random values can be customized in the same manner
as for setRandom().

Eigen::Tensor<float, 2> a(2, 3);
a.setConstant(1.0f);
Eigen::Tensor<float, 2> b = a + a.random();
cout << "a" << endl << a << endl << endl;
cout << "b" << endl << b << endl << endl;
=>
a
1 1 1
1 1 1

b
1.68038   1.5662  1.82329
0.788766  1.59688 0.395103








Unary Element Wise Operations

All these operations take a single input tensor as argument and return a tensor
of the same type and dimensions as the tensor to which they are applied.  The
requested operations are applied to each element independently.


<Operation> operator-()

Returns a tensor of the same type and dimensions as the original tensor
containing the opposite values of the original tensor.

Eigen::Tensor<float, 2> a(2, 3);
a.setConstant(1.0f);
Eigen::Tensor<float, 2> b = -a;
cout << "a" << endl << a << endl << endl;
cout << "b" << endl << b << endl << endl;
=>
a
1 1 1
1 1 1

b
-1 -1 -1
-1 -1 -1







<Operation> sqrt()

Returns a tensor of the same type and dimensions as the original tensor
containing the square roots of the original tensor.



<Operation> rsqrt()

Returns a tensor of the same type and dimensions as the original tensor
containing the inverse square roots of the original tensor.



<Operation> square()

Returns a tensor of the same type and dimensions as the original tensor
containing the squares of the original tensor values.



<Operation> inverse()

Returns a tensor of the same type and dimensions as the original tensor
containing the inverse of the original tensor values.



<Operation> exp()

Returns a tensor of the same type and dimensions as the original tensor
containing the exponential of the original tensor.



<Operation> log()

Returns a tensor of the same type and dimensions as the original tensor
containing the natural logarithms of the original tensor.



<Operation> abs()

Returns a tensor of the same type and dimensions as the original tensor
containing the absolute values of the original tensor.



<Operation> pow(Scalar exponent)

Returns a tensor of the same type and dimensions as the original tensor
containing the coefficients of the original tensor to the power of the
exponent.

The type of the exponent, Scalar, is always the same as the type of the
tensor coefficients.  For example, only integer exponents can be used in
conjuntion with tensors of integer values.

You can use cast() to lift this restriction.  For example this computes
cubic roots of an int Tensor:

Eigen::Tensor<int, 2> a(2, 3);
a.setValues({{0, 1, 8}, {27, 64, 125}});
Eigen::Tensor<double, 2> b = a.cast<double>().pow(1.0 / 3.0);
cout << "a" << endl << a << endl << endl;
cout << "b" << endl << b << endl << endl;
=>
a
0   1   8
27  64 125

b
0 1 2
3 4 5







<Operation>  operator * (Scalar scale)

Multiplies all the coefficients of the input tensor by the provided scale.



<Operation>  cwiseMax(Scalar threshold)

TODO



<Operation>  cwiseMin(Scalar threshold)

TODO



<Operation>  unaryExpr(const CustomUnaryOp& func)

TODO




Binary Element Wise Operations

These operations take two input tensors as arguments. The 2 input tensors should
be of the same type and dimensions. The result is a tensor of the same
dimensions as the tensors to which they are applied, and unless otherwise
specified it is also of the same type. The requested operations are applied to
each pair of elements independently.


<Operation> operator+(const OtherDerived& other)

Returns a tensor of the same type and dimensions as the input tensors
containing the coefficient wise sums of the inputs.



<Operation> operator-(const OtherDerived& other)

Returns a tensor of the same type and dimensions as the input tensors
containing the coefficient wise differences of the inputs.



<Operation> operator*(const OtherDerived& other)

Returns a tensor of the same type and dimensions as the input tensors
containing the coefficient wise products of the inputs.



<Operation> operator/(const OtherDerived& other)

Returns a tensor of the same type and dimensions as the input tensors
containing the coefficient wise quotients of the inputs.

This operator is not supported for integer types.



<Operation> cwiseMax(const OtherDerived& other)

Returns a tensor of the same type and dimensions as the input tensors
containing the coefficient wise maximums of the inputs.



<Operation> cwiseMin(const OtherDerived& other)

Returns a tensor of the same type and dimensions as the input tensors
containing the coefficient wise mimimums of the inputs.



<Operation> Logical operators

The following logical operators are supported as well:


	operator&&(const OtherDerived& other)


	operator||(const OtherDerived& other)


	operator<(const OtherDerived& other)


	operator<=(const OtherDerived& other)


	operator>(const OtherDerived& other)


	operator>=(const OtherDerived& other)


	operator==(const OtherDerived& other)


	operator!=(const OtherDerived& other)




They all return a tensor of boolean values.




Selection (select(const ThenDerived& thenTensor, const ElseDerived& elseTensor)

Selection is a coefficient-wise ternary operator that is the tensor equivalent
to the if-then-else operation.

Tensor<bool, 3> if = ...;
Tensor<float, 3> then = ...;
Tensor<float, 3> else = ...;
Tensor<float, 3> result = if.select(then, else);





The 3 arguments must be of the same dimensions, which will also be the dimension
of the result.  The ‘if’ tensor must be of type boolean, the ‘then’ and the
‘else’ tensor must be of the same type, which will also be the type of the
result.

Each coefficient in the result is equal to the corresponding coefficient in the
‘then’ tensor if the corresponding value in the ‘if’ tensor is true. If not, the
resulting coefficient will come from the ‘else’ tensor.



Contraction

Tensor contractions are a generalization of the matrix product to the
multidimensional case.

// Create 2 matrices using tensors of rank 2
Eigen::Tensor<int, 2> a(2, 3);
a.setValues({{1, 2, 3}, {6, 5, 4}});
Eigen::Tensor<int, 2> b(3, 2);
b.setValues({{1, 2}, {4, 5}, {5, 6}});

// Compute the traditional matrix product
Eigen::array<Eigen::IndexPair<int>, 1> product_dims = { Eigen::IndexPair<int>(1, 0) };
Eigen::Tensor<int, 2> AB = a.contract(b, product_dims);

// Compute the product of the transpose of the matrices
Eigen::array<Eigen::IndexPair<int>, 1> transposed_product_dims = { Eigen::IndexPair<int>(0, 1) };
Eigen::Tensor<int, 2> AtBt = a.contract(b, transposed_product_dims);

// Contraction to scalar value using a double contraction.
// First coordinate of both tensors are contracted as well as both second coordinates, i.e., this computes the sum of the squares of the elements.
Eigen::array<Eigen::IndexPair<int>, 2> double_contraction_product_dims = { Eigen::IndexPair<int>(0, 0), Eigen::IndexPair<int>(1, 1) };
Eigen::Tensor<int, 0> AdoubleContractedA = a.contract(a, double_contraction_product_dims);

// Extracting the scalar value of the tensor contraction for further usage
int value = AdoubleContractedA(0);







Reduction Operations

A Reduction operation returns a tensor with fewer dimensions than the
original tensor.  The values in the returned tensor are computed by applying a
reduction operator to slices of values from the original tensor.  You specify
the dimensions along which the slices are made.

The Eigen Tensor library provides a set of predefined reduction operators such
as maximum() and sum() and lets you define additional operators by
implementing a few methods from a reductor template.


Reduction Dimensions

All reduction operations take a single parameter of type
<TensorType>::``Dimensions which can always be specified as an array of
ints.  These are called the “reduction dimensions.”  The values are the indices
of the dimensions of the input tensor over which the reduction is done.  The
parameter can have at most as many element as the rank of the input tensor;
each element must be less than the tensor rank, as it indicates one of the
dimensions to reduce.

Each dimension of the input tensor should occur at most once in the reduction
dimensions as the implementation does not remove duplicates.

The order of the values in the reduction dimensions does not affect the
results, but the code may execute faster if you list the dimensions in
increasing order.

Example: Reduction along one dimension.

// Create a tensor of 2 dimensions
Eigen::Tensor<int, 2> a(2, 3);
a.setValues({{1, 2, 3}, {6, 5, 4}});
// Reduce it along the second dimension (1)...
Eigen::array<int, 1> dims({1 /* dimension to reduce */});
// ...using the "maximum" operator.
// The result is a tensor with one dimension.  The size of
// that dimension is the same as the first (non-reduced) dimension of a.
Eigen::Tensor<int, 1> b = a.maximum(dims);
cout << "a" << endl << a << endl << endl;
cout << "b" << endl << b << endl << endl;
=>
a
1 2 3
6 5 4

b
3
6





Example: Reduction along two dimensions.

Eigen::Tensor<float, 3, Eigen::ColMajor> a(2, 3, 4);
a.setValues({{{0.0f, 1.0f, 2.0f, 3.0f},
              {7.0f, 6.0f, 5.0f, 4.0f},
              {8.0f, 9.0f, 10.0f, 11.0f}},
             {{12.0f, 13.0f, 14.0f, 15.0f},
              {19.0f, 18.0f, 17.0f, 16.0f},
              {20.0f, 21.0f, 22.0f, 23.0f}}});
// The tensor a has 3 dimensions.  We reduce along the
// first 2, resulting in a tensor with a single dimension
// of size 4 (the last dimension of a.)
// Note that we pass the array of reduction dimensions
// directly to the maximum() call.
Eigen::Tensor<float, 1, Eigen::ColMajor> b =
    a.maximum(Eigen::array<int, 2>({0, 1}));
cout << "b" << endl << b << endl << endl;
=>
b
20
21
22
23






Reduction along all dimensions

As a special case, if you pass no parameter to a reduction operation the
original tensor is reduced along all its dimensions.  The result is a
scalar, represented as a zero-dimension tensor.

Eigen::Tensor<float, 3> a(2, 3, 4);
a.setValues({{{0.0f, 1.0f, 2.0f, 3.0f},
              {7.0f, 6.0f, 5.0f, 4.0f},
              {8.0f, 9.0f, 10.0f, 11.0f}},
             {{12.0f, 13.0f, 14.0f, 15.0f},
              {19.0f, 18.0f, 17.0f, 16.0f},
              {20.0f, 21.0f, 22.0f, 23.0f}}});
// Reduce along all dimensions using the sum() operator.
Eigen::Tensor<float, 0> b = a.sum();
cout << "b" << endl << b << endl << endl;
=>
b
276








<Operation> sum(const Dimensions& new_dims)



<Operation> sum()

Reduce a tensor using the sum() operator.  The resulting values
are the sum of the reduced values.



<Operation> mean(const Dimensions& new_dims)



<Operation> mean()

Reduce a tensor using the mean() operator.  The resulting values
are the mean of the reduced values.



<Operation> maximum(const Dimensions& new_dims)



<Operation> maximum()

Reduce a tensor using the maximum() operator.  The resulting values are the
largest of the reduced values.



<Operation> minimum(const Dimensions& new_dims)



<Operation> minimum()

Reduce a tensor using the minimum() operator.  The resulting values
are the smallest of the reduced values.



<Operation> prod(const Dimensions& new_dims)



<Operation> prod()

Reduce a tensor using the prod() operator.  The resulting values
are the product of the reduced values.



<Operation> all(const Dimensions& new_dims)



<Operation> all()

Reduce a tensor using the all() operator.  Casts tensor to bool and then checks
whether all elements are true.  Runs through all elements rather than
short-circuiting, so may be significantly inefficient.



<Operation> any(const Dimensions& new_dims)



<Operation> any()

Reduce a tensor using the any() operator.  Casts tensor to bool and then checks
whether any element is true.  Runs through all elements rather than
short-circuiting, so may be significantly inefficient.



<Operation> reduce(const Dimensions& new_dims, const Reducer& reducer)

Reduce a tensor using a user-defined reduction operator.  See SumReducer
in TensorFunctors.h for information on how to implement a reduction operator.




Scan Operations

A Scan operation returns a tensor with the same dimensions as the original
tensor. The operation performs an inclusive scan along the specified
axis, which means it computes a running total along the axis for a given
reduction operation.
If the reduction operation corresponds to summation, then this computes the
prefix sum of the tensor along the given axis.

Example:
dd a comment to this line

// Create a tensor of 2 dimensions
Eigen::Tensor<int, 2> a(2, 3);
a.setValues({{1, 2, 3}, {4, 5, 6}});
// Scan it along the second dimension (1) using summation
Eigen::Tensor<int, 2> b = a.cumsum(1);
// The result is a tensor with the same size as the input
cout << "a" << endl << a << endl << endl;
cout << "b" << endl << b << endl << endl;
=>
a
1 2 3
4 5 6

b
1  3  6
4  9 15






<Operation> cumsum(const Index& axis)

Perform a scan by summing consecutive entries.



<Operation> cumprod(const Index& axis)

Perform a scan by multiplying consecutive entries.




Convolutions


<Operation> convolve(const Kernel& kernel, const Dimensions& dims)

Returns a tensor that is the output of the convolution of the input tensor with the kernel,
along the specified dimensions of the input tensor. The dimension size for dimensions of the output tensor
which were part of the convolution will be reduced by the formula:
output_dim_size = input_dim_size - kernel_dim_size + 1 (requires: input_dim_size >= kernel_dim_size).
The dimension sizes for dimensions that were not part of the convolution will remain the same.
Performance of the convolution can depend on the length of the stride(s) of the input tensor dimension(s) along which the
convolution is computed (the first dimension has the shortest stride for ColMajor, whereas RowMajor’s shortest stride is
for the last dimension).

// Compute convolution along the second and third dimension.
Tensor<float, 4, DataLayout> input(3, 3, 7, 11);
Tensor<float, 2, DataLayout> kernel(2, 2);
Tensor<float, 4, DataLayout> output(3, 2, 6, 11);
input.setRandom();
kernel.setRandom();

Eigen::array<ptrdiff_t, 2> dims({1, 2});  // Specify second and third dimension for convolution.
output = input.convolve(kernel, dims);

for (int i = 0; i < 3; ++i) {
  for (int j = 0; j < 2; ++j) {
    for (int k = 0; k < 6; ++k) {
      for (int l = 0; l < 11; ++l) {
        const float result = output(i,j,k,l);
        const float expected = input(i,j+0,k+0,l) * kernel(0,0) +
                               input(i,j+1,k+0,l) * kernel(1,0) +
                               input(i,j+0,k+1,l) * kernel(0,1) +
                               input(i,j+1,k+1,l) * kernel(1,1);
        VERIFY_IS_APPROX(result, expected);
      }
    }
  }
}








Geometrical Operations

These operations return a Tensor with different dimensions than the original
Tensor.  They can be used to access slices of tensors, see them with different
dimensions, or pad tensors with additional data.


<Operation> reshape(const Dimensions& new_dims)

Returns a view of the input tensor that has been reshaped to the specified
new dimensions.  The argument new_dims is an array of Index values.  The
rank of the resulting tensor is equal to the number of elements in new_dims.

The product of all the sizes in the new dimension array must be equal to
the number of elements in the input tensor.

// Increase the rank of the input tensor by introducing a new dimension
// of size 1.
Tensor<float, 2> input(7, 11);
array<int, 3> three_dims{{7, 11, 1}};
Tensor<float, 3> result = input.reshape(three_dims);

// Decrease the rank of the input tensor by merging 2 dimensions;
array<int, 1> one_dim{{7 * 11}};
Tensor<float, 1> result = input.reshape(one_dim);





This operation does not move any data in the input tensor, so the resulting
contents of a reshaped Tensor depend on the data layout of the original Tensor.

For example this is what happens when you reshape() a 2D ColMajor tensor
to one dimension:

Eigen::Tensor<float, 2, Eigen::ColMajor> a(2, 3);
a.setValues({{0.0f, 100.0f, 200.0f}, {300.0f, 400.0f, 500.0f}});
Eigen::array<Eigen::DenseIndex, 1> one_dim({3 * 2});
Eigen::Tensor<float, 1, Eigen::ColMajor> b = a.reshape(one_dim);
cout << "b" << endl << b << endl;
=>
b
  0
300
100
400
200
500





This is what happens when the 2D Tensor is RowMajor:

Eigen::Tensor<float, 2, Eigen::RowMajor> a(2, 3);
a.setValues({{0.0f, 100.0f, 200.0f}, {300.0f, 400.0f, 500.0f}});
Eigen::array<Eigen::DenseIndex, 1> one_dim({3 * 2});
Eigen::Tensor<float, 1, Eigen::RowMajor> b = a.reshape(one_dim);
cout << "b" << endl << b << endl;
=>
b
  0
100
200
300
400
500





The reshape operation is a lvalue. In other words, it can be used on the left
side of the assignment operator.

The previous example can be rewritten as follow:

Eigen::Tensor<float, 2, Eigen::ColMajor> a(2, 3);
a.setValues({{0.0f, 100.0f, 200.0f}, {300.0f, 400.0f, 500.0f}});
Eigen::array<Eigen::DenseIndex, 2> two_dim({2, 3});
Eigen::Tensor<float, 1, Eigen::ColMajor> b(6);
b.reshape(two_dim) = a;
cout << "b" << endl << b << endl;
=>
b
  0
300
100
400
200
500





Note that “b” itself was not reshaped but that instead the assignment is done to
the reshape view of b.



<Operation> shuffle(const Shuffle& shuffle)

Returns a copy of the input tensor whose dimensions have been
reordered according to the specified permutation. The argument shuffle
is an array of Index values. Its size is the rank of the input
tensor. It must contain a permutation of 0, 1, …, rank - 1. The i-th
dimension of the output tensor equals to the size of the shuffle[i]-th
dimension of the input tensor. For example:

// Shuffle all dimensions to the left by 1.
Tensor<float, 3> input(20, 30, 50);
// ... set some values in input.
Tensor<float, 3> output = input.shuffle({1, 2, 0})

eigen_assert(output.dimension(0) == 30);
eigen_assert(output.dimension(1) == 50);
eigen_assert(output.dimension(2) == 20);





Indices into the output tensor are shuffled accordingly to formulate
indices into the input tensor. For example, one can assert in the above
code snippet that:

eigen_assert(output(3, 7, 11) == input(11, 3, 7));





In general, one can assert that

eigen_assert(output(..., indices[shuffle[i]], ...) ==
             input(..., indices[i], ...))





The shuffle operation results in a lvalue, which means that it can be assigned
to. In other words, it can be used on the left side of the assignment operator.

Let’s rewrite the previous example to take advantage of this feature:

// Shuffle all dimensions to the left by 1.
Tensor<float, 3> input(20, 30, 50);
// ... set some values in input.
Tensor<float, 3> output(30, 50, 20);
output.shuffle({2, 0, 1}) = input;







<Operation> stride(const Strides& strides)

Returns a view of the input tensor that strides (skips stride-1
elements) along each of the dimensions.  The argument strides is an
array of Index values.  The dimensions of the resulting tensor are
ceil(input_dimensions[i] / strides[i]).

For example this is what happens when you stride() a 2D tensor:

Eigen::Tensor<int, 2> a(4, 3);
a.setValues({{0, 100, 200}, {300, 400, 500}, {600, 700, 800}, {900, 1000, 1100}});
Eigen::array<Eigen::DenseIndex, 2> strides({3, 2});
Eigen::Tensor<int, 2> b = a.stride(strides);
cout << "b" << endl << b << endl;
=>
b
   0   200
 900  1100





It is possible to assign a tensor to a stride:
Tensor<float, 3> input(20, 30, 50);
// … set some values in input.
Tensor<float, 3> output(40, 90, 200);
output.stride({2, 3, 4}) = input;



<Operation> slice(const StartIndices& offsets, const Sizes& extents)

Returns a sub-tensor of the given tensor. For each dimension i, the slice is
made of the coefficients stored between offset[i] and offset[i] + extents[i] in
the input tensor.

Eigen::Tensor<int, 2> a(4, 3);
a.setValues({{0, 100, 200}, {300, 400, 500},
             {600, 700, 800}, {900, 1000, 1100}});
Eigen::array<int, 2> offsets = {1, 0};
Eigen::array<int, 2> extents = {2, 2};
Eigen::Tensor<int, 1> slice = a.slice(offsets, extents);
cout << "a" << endl << a << endl;
=>
a
   0   100   200
 300   400   500
 600   700   800
 900  1000  1100
cout << "slice" << endl << slice << endl;
=>
slice
 300   400
 600   700







<Operation> chip(const Index offset, const Index dim)

A chip is a special kind of slice. It is the subtensor at the given offset in
the dimension dim. The returned tensor has one fewer dimension than the input
tensor: the dimension dim is removed.

For example, a matrix chip would be either a row or a column of the input
matrix.

Eigen::Tensor<int, 2> a(4, 3);
a.setValues({{0, 100, 200}, {300, 400, 500},
             {600, 700, 800}, {900, 1000, 1100}});
Eigen::Tensor<int, 1> row_3 = a.chip(2, 0);
Eigen::Tensor<int, 1> col_2 = a.chip(1, 1);
cout << "a" << endl << a << endl;
=>
a
   0   100   200
 300   400   500
 600   700   800
 900  1000  1100
cout << "row_3" << endl << row_3 << endl;
=>
row_3
   600   700   800
cout << "col_2" << endl << col_2 << endl;
=>
col_2
   100   400   700    1000





It is possible to assign values to a tensor chip since the chip operation is a
lvalue. For example:

Eigen::Tensor<int, 1> a(3);
a.setValues({{100, 200, 300}});
Eigen::Tensor<int, 2> b(2, 3);
b.setZero();
b.chip(0, 0) = a;
cout << "a" << endl << a << endl;
=>
a
 100
 200
 300
cout << "b" << endl << b << endl;
=>
b
   100   200   300
     0     0     0







<Operation> reverse(const ReverseDimensions& reverse)

Returns a view of the input tensor that reverses the order of the coefficients
along a subset of the dimensions.  The argument reverse is an array of boolean
values that indicates whether or not the order of the coefficients should be
reversed along each of the dimensions.  This operation preserves the dimensions
of the input tensor.

For example this is what happens when you reverse() the first dimension
of a 2D tensor:

Eigen::Tensor<int, 2> a(4, 3);
a.setValues({{0, 100, 200}, {300, 400, 500},
            {600, 700, 800}, {900, 1000, 1100}});
Eigen::array<bool, 2> reverse({true, false});
Eigen::Tensor<int, 2> b = a.reverse(reverse);
cout << "a" << endl << a << endl << "b" << endl << b << endl;
=>
a
   0   100   200
 300   400   500
 600   700   800
 900  1000  1100
b
 900  1000  1100
 600   700   800
 300   400   500
   0   100   200







<Operation> broadcast(const Broadcast& broadcast)

Returns a view of the input tensor in which the input is replicated one to many
times.
The broadcast argument specifies how many copies of the input tensor need to be
made in each of the dimensions.

Eigen::Tensor<int, 2> a(2, 3);
a.setValues({{0, 100, 200}, {300, 400, 500}});
Eigen::array<int, 2> bcast({3, 2});
Eigen::Tensor<int, 2> b = a.broadcast(bcast);
cout << "a" << endl << a << endl << "b" << endl << b << endl;
=>
a
   0   100   200
 300   400   500
b
   0   100   200    0   100   200
 300   400   500  300   400   500
   0   100   200    0   100   200
 300   400   500  300   400   500
   0   100   200    0   100   200
 300   400   500  300   400   500







<Operation> concatenate(const OtherDerived& other, Axis axis)

TODO



<Operation>  pad(const PaddingDimensions& padding)

Returns a view of the input tensor in which the input is padded with zeros.

Eigen::Tensor<int, 2> a(2, 3);
a.setValues({{0, 100, 200}, {300, 400, 500}});
Eigen::array<pair<int, int>, 2> paddings;
paddings[0] = make_pair(0, 1);
paddings[1] = make_pair(2, 3);
Eigen::Tensor<int, 2> b = a.pad(paddings);
cout << "a" << endl << a << endl << "b" << endl << b << endl;
=>
a
   0   100   200
 300   400   500
b
   0     0     0    0
   0     0     0    0
   0   100   200    0
 300   400   500    0
   0     0     0    0
   0     0     0    0
   0     0     0    0







<Operation>  extract_patches(const PatchDims& patch_dims)

Returns a tensor of coefficient patches extracted from the input tensor, where
each patch is of dimension specified by ‘patch_dims’. The returned tensor has
one greater dimension than the input tensor, which is used to index each patch.
The patch index in the output tensor depends on the data layout of the input
tensor: the patch index is the last dimension ColMajor layout, and the first
dimension in RowMajor layout.

For example, given the following input tensor:

Eigen::Tensor<float, 2, DataLayout> tensor(3,4);
tensor.setValues({{0.0f, 1.0f, 2.0f, 3.0f},
{4.0f, 5.0f, 6.0f, 7.0f},
{8.0f, 9.0f, 10.0f, 11.0f}});

cout << “tensor: “ << endl << tensor << endl;
=>
tensor:
0   1   2   3
4   5   6   7
8   9  10  11

Six 2x2 patches can be extracted and indexed using the following code:

Eigen::Tensor<float, 3, DataLayout> patch;
Eigen::array<ptrdiff_t, 2> patch_dims;
patch_dims[0] = 2;
patch_dims[1] = 2;
patch = tensor.extract_patches(patch_dims);
for (int k = 0; k < 6; ++k) {
cout << “patch index: “ << k << endl;
for (int i = 0; i < 2; ++i) {
for (int j = 0; j < 2; ++j) {
if (DataLayout == ColMajor) {
cout << patch(i, j, k) << “ “;
} else {
cout << patch(k, i, j) << “ “;
}
}
cout << endl;
}
}

This code results in the following output when the data layout is ColMajor:

patch index: 0
0 1
4 5
patch index: 1
4 5
8 9
patch index: 2
1 2
5 6
patch index: 3
5 6
9 10
patch index: 4
2 3
6 7
patch index: 5
6 7
10 11

This code results in the following output when the data layout is RowMajor:
(NOTE: the set of patches is the same as in ColMajor, but are indexed differently).

patch index: 0
0 1
4 5
patch index: 1
1 2
5 6
patch index: 2
2 3
6 7
patch index: 3
4 5
8 9
patch index: 4
5 6
9 10
patch index: 5
6 7
10 11



<Operation>  extract_image_patches(const Index patch_rows, const Index patch_cols, const Index row_stride, const Index col_stride, const PaddingType padding_type)

Returns a tensor of coefficient image patches extracted from the input tensor,
which is expected to have dimensions ordered as follows (depending on the data
layout of the input tensor, and the number of additional dimensions ‘N’):

*) ColMajor
1st dimension: channels (of size d)
2nd dimension: rows (of size r)
3rd dimension: columns (of size c)
4th-Nth dimension: time (for video) or batch (for bulk processing).

*) RowMajor (reverse order of ColMajor)
1st-Nth dimension: time (for video) or batch (for bulk processing).
N+1’th dimension: columns (of size c)
N+2’th dimension: rows (of size r)
N+3’th dimension: channels (of size d)

The returned tensor has one greater dimension than the input tensor, which is
used to index each patch. The patch index in the output tensor depends on the
data layout of the input tensor: the patch index is the 4’th dimension in
ColMajor layout, and the 4’th from the last dimension in RowMajor layout.

For example, given the following input tensor with the following dimension
sizes:
*) depth:   2
*) rows:    3
*) columns: 5
*) batch:   7

Tensor<float, 4> tensor(2,3,5,7);
Tensor<float, 4, RowMajor> tensor_row_major = tensor.swap_layout();

2x2 image patches can be extracted and indexed using the following code:

) 2D patch: ColMajor (patch indexed by second-to-last dimension)
Tensor<float, 5> twod_patch;
twod_patch = tensor.extract_image_patches<2, 2>();
// twod_patch.dimension(0) == 2
// twod_patch.dimension(1) == 2
// twod_patch.dimension(2) == 2
// twod_patch.dimension(3) == 35
// twod_patch.dimension(4) == 7

) 2D patch: RowMajor (patch indexed by the second dimension)
Tensor<float, 5, RowMajor> twod_patch_row_major;
twod_patch_row_major = tensor_row_major.extract_image_patches<2, 2>();
// twod_patch_row_major.dimension(0) == 7
// twod_patch_row_major.dimension(1) == 35
// twod_patch_row_major.dimension(2) == 2
// twod_patch_row_major.dimension(3) == 2
// twod_patch_row_major.dimension(4) == 2




Special Operations


<Operation> cast<T>()

Returns a tensor of type T with the same dimensions as the original tensor.
The returned tensor contains the values of the original tensor converted to
type T.

Eigen::Tensor<float, 2> a(2, 3);
Eigen::Tensor<int, 2> b = a.cast<int>();





This can be useful for example if you need to do element-wise division of
Tensors of integers.  This is not currently supported by the Tensor library
but you can easily cast the tensors to floats to do the division:

Eigen::Tensor<int, 2> a(2, 3);
a.setValues({{0, 1, 2}, {3, 4, 5}});
Eigen::Tensor<int, 2> b =
    (a.cast<float>() / a.constant(2).cast<float>()).cast<int>();
cout << "a" << endl << a << endl << endl;
cout << "b" << endl << b << endl << endl;
=>
a
0 1 2
3 4 5

b
0 0 1
1 2 2







<Operation>     eval()

TODO




Representation of scalar values

Scalar values are often represented by tensors of size 1 and rank 0.For example
Tensor<T, N>::maximum() currently returns a Tensor<T, 0>. Similarly, the inner
product of 2 1d tensors (through contractions) returns a 0d tensor.



Limitations


	The number of tensor dimensions is currently limited to 250 when using a
compiler that supports cxx11. It is limited to only 5 for older compilers.


	The IndexList class requires a cxx11 compliant compiler. You can use an
array of indices instead if you don’t have access to a modern compiler.


	On GPUs only floating point values are properly tested and optimized for.


	Complex and integer values are known to be broken on GPUs. If you try to use
them you’ll most likely end up triggering a static assertion failure such as
EIGEN_STATIC_ASSERT(packetSize > 1, YOU_MADE_A_PROGRAMMING_MISTAKE)








          

      

      

    

  

    
      
          
            
  
How to use


	(Python==3.6) there is no need to update .pyd library. You can use it directly


	(Python!=3.6) First compile the QPanda project, and replace pyqpanda/pyQPanda.pyd with the release library.


	Before compiling the QPanda project, the python path must be configured first.


	Add the $(PythonPath)/include to your includepath, and $(PythonPath)/libs to your library path


	Compile and obtain .pyd file






	The Config.xml and MetadataConfig.xml must be placed right at the root directory of your python script






Brief

pyqpanda : QPanda Basic API
pyqpanda.utils : Extended QPanda API
pyqpanda.Algorithm : pyqpanda algorithm pack
pyqpanda.Algorithm.demo: Some algorithm demonstration
pyqpanda.Algorithm.test: Test for pyqpanda.Algorithm
pyqpanda.Algorithm.fragments: Some algorithm fragments
pyqpanda.Hamiltonian : pyqpanda Hamiltonian utilities




          

      

      

    

  

    
      
          
            
  
QPanda编译后处理工具集


stubgen工具


概述

该工具主要用于为使用pybind11封装的pyQPanda接口生成.pyi的stub文件，用于IDE的intelliSENCE（自动补全，参数提示等等）。

该工具基于mypy [https://github.com/python/mypy]改造而来，主要修改其stubgenc.py文件中generate_c_function_stub和generate_c_type_stub函数，增强其功能。现已将关键流程中的函数独立出来，集中在stubgen.py和stubgencmod.py中。

主要修改：


	将pyQPanda包中的类，函数doc，添加到pyi文件中相应的注释位置


	将pyQPanda包的doc中保存的形参默认值填写到pyi文件中（通过python语法解析器工具parso [https://github.com/davidhalter/parso]来将函数签名解析为语法树，从中提取形参的默认值字符串）






使用方法

主要的使用方法可参考mypy的stubgen工具，使用-h参数查看工具的参数选项。

安装依赖

pip install -r requirement.txt





假设待处理的python二进制包为test.pyd或test.so，放在当前目录下，二进制包中定义的模块名为test

python stubgen/stubgen.py -m test





默认会在当前目录的out文件夹下生成test.pyi。将test.pyi文件拷贝到test.pyd同一目录下，即可让IDE识别到python包接口提示。
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